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ABSTRACT 

 

 

IMPROVING THE PERFORMANCE OF CONSTRUCTIVE 

 

MULTI-START SEARCH USING RECORD KEEPING 

 

by 

 

 

Charles Rick King, B.S. 

 

 

San Marcos, Texas 

May 2010 

 

SUPERVISING PROFESSOR: DAN TAMIR 

 

Constructive multi-start search algorithms are commonly used to address 

combinatorial optimization problems such as the traveling salesman problem (TSP).  

Multi-start algorithms recover from local optima by restarting, which can lead to 

redundant configurations when search paths converge.  Record keeping mechanisms can 

be used to minimize this redundancy, enabling a time/space tradeoff. 

This thesis investigates the utility of several restart algorithms and record keeping 

mechanisms in the context of iterative hill climbing (IHC) in the TSP domain.  Restart 

algorithms including GRASP, greedy enumeration, random restart, Clarke-Wright, and



 

 

 

xii 

nearest neighbor as well as record keeping mechanisms including unbounded memory, 

dedicated memory, cache memory, and Bloom filters are investigated. 

Experiments performed using TSPLIB benchmarks and near-optimal solutions to 

random TSP instances show that under the above-mentioned mechanisms, IHC produces 

competitive results, in most cases within 1.5 percent of optimal.  The study concludes 

that GRASP and greedy enumeration significantly outperform other restart mechanisms.  

Furthermore, the research shows that record keeping can considerably improve both the 

time performance of IHC and the quality of solutions produced.  The cache and Bloom 

filter record keeping mechanisms reduced the total running time by 90.8 percent when 

fixing the total number of climbs, resulting in a speed-up factor or 10.9.  Unbounded 

memory experiments confirmed this figure as the upper bound.    Additionally, both 

mechanisms achieved a solution quality improvement of 0.518 percent when fixing the 

total number of steps, which was again confirmed as the upper bound. 



 

 

 

1 

 

 

CHAPTER 1 

INTRODUCTION 

 

Optimization, a problem faced by many computer scientists, can be stated in the 

following way.  Given a set of alternative outcomes to a problem, identify and / or obtain 

the most favorable alternative. That is, the solution resulting in the highest profit, the 

lowest cost, the shortest path, or perhaps the least risk.  Optimization problems that 

involve discrete variables are known as combinatorial optimization problems (COP).  

Examples of COP include vehicle routing, network routing, and electronic circuit layout.  

Solving COPs requires evaluating and identifying the optimal solution from a potentially 

large set of possible solutions.  This can be difficult and complex, but such problems are 

of both practical and theoretical importance (Papadimitriou & Steiglitz, 1982), and as 

such are highly studied in fields such as computer science, mathematics and operations 

research.   

The traveling salesman problem (TSP) is an example combinatorial optimization 

problem that is commonly used as a testing ground for new algorithms and ideas, because 

it is both easy to understand and hard to solve (Doerner, Gendreau, Greistorfer, Gutjahr, 

Hartl, & Reimann, 2007, p. 137).  The TSP is formally defined later, but in short the 

salesman‟s goal is to find a tour that visits every city exactly once and returns to the 
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starting point while traveling the minimum distance.  The complexity of this problem lies 

in the fact that even with a modest number of cities, the number of possible tours is 

unmanageably large. 

Indeed, many COPs are characterized by exponential growth; as the size of the 

problem parameter grows, the number of potential solutions grows exponentially.  For 

such problems, due to time and other resource constraints it is only possible to examine a 

subset of solutions, and an exhaustive search is impractical.  A common alternative is to 

employ a heuristic search, a search algorithm which applies criteria or rules to 

discriminate among choices.  The heuristic allows the algorithm to prioritize choices that 

are most likely to approach the optimum.  In addition, in cases where finding the optimal 

solution is prohibitively expensive, it may be acceptable to find a high-quality, albeit sub-

optimal, solution, especially if it can be found quickly.  One heuristic search algorithm 

which can be used for this purpose is iterative hill climbing. 

The hill climbing algorithm is based on the metaphor of a human climber who 

cannot see the final destination, but can see one step ahead.  Questing to reach the 

summit, such a climber might choose the step which gains the most altitude, repeating 

until a peak is reached.  Similarly, the algorithm attempts to make incremental 

improvements by evaluating the possible moves, selecting the one resulting in the greatest 

improvement (the greedy choice), and repeating this process until no further 

improvement is possible, i.e. a local optimum is reached.  This local optimum may or 

may not be the global optimum, but the climb is now complete – hill climbing has no 

provision for retreating from local optima.  Like hill climbing, iterative hill climbing 
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(IHC) does not allow retreating to a previous stage in the search.  Nevertheless, it 

overcomes the hill climbing limitation by restarting.  It constructs a completely new 

starting point and climbs again, repeating the entire process within some constraint such 

as maximum time or maximum climbs allowed (Michalewicz & Fogel, 2000) 

(Homayounpour & Menhaj, 2008).  Due to the greedy way in which IHC selects moves, 

it is highly likely that some solutions will be reached multiple times, resulting in re-

exploring solutions which have already been explored by previous climbs.  It is intuitive 

that time spent re-exploring redundant solutions is not productive.  Hence, a search 

algorithm can decline to re-explore a solution, and proceed directly to the next candidate 

solution, which could result in improved performance.   

Detecting redundant solutions requires a record keeping mechanism which 

supports two operations: 1) adding a new entry to the list of previously-explored 

solutions, and 2) determining if a specific solution exists in the list.  Many possible 

record keeping mechanisms exist with varying memory usage patterns, replacement 

policies, and intrinsic overhead.  In this thesis I am evaluating the utility of four record 

keeping mechanisms: unbounded memory, dedicated memory, cache memory, and a 

Bloom filter. 

Unbounded memory is a theoretical model used to implement perfect record 

keeping; by storing every record encountered without regard to available memory, it 

establishes the upper bound of attainable improvement, which is used to evaluate the 

other record keeping mechanisms.  
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The dedicated memory (DM) record keeping mechanism uses a fixed amount of 

memory to store its records list.  When the memory becomes full, DM declines to store 

additional records.  DM may also flush the records list and begin anew, but this option 

was not explored in this thesis.  DM is primarily used to better understand the space 

characteristics of IHC, and serves as a basis of comparison for the other record keeping 

mechanisms. 

The cache memory record keeping mechanism operates much like a processor 

cache memory.  A processor cache stores the most-frequently used or most-recently used 

memory blocks in a high-performing memory. This thesis‟ implementation of cache as a 

record keeping mechanism, however, stores previously-seen solutions.  A redundant 

solution is detected as a cache hit, new solutions are considered as cache misses, and the 

lifetime of individual solutions is determined by replacement policies and associativity 

(Abd-El-Barr & El-Rewini, 2005) (Grun, Dutt, & Nicolau, 2003). 

A Bloom filter is a probabilistic data structure for testing set membership using a 

large bit array and a set of hash functions (Dawson & Wong, 2007, p. 125).  False 

positives are possible, but the “space savings often outweigh this drawback” (Kirsch & 

Mitzenmacher, 2006, p. 1).  In the context of the record keeping implemented in this 

thesis, the Bloom filter maintains a set of previously-seen solutions, and tests the 

membership of additional solutions in this set as they are encountered.   

Implementing record keeping in IHC might enable exploiting a tradeoff between 

time and memory space.  IHC solutions are likely to improve with increasing time, 

making IHC an anytime algorithm (Ramos & Cozman, 2005, p. 56).  Similarly, anyspace 
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algorithm solutions are likely to improve with increasing space.  With the addition of 

record keeping, the resulting IHC algorithm may be anytime, anyspace, or 

anytime/anyspace. 

The first goal of this thesis is to evaluate several construction algorithms used to 

produce initial TSP solutions, which serve as starting points for the hill climbing process.   

Six construction algorithms are evaluated, using a combination of randomly-generated 

and benchmark TSP instances.  The evaluation includes quality of solution, speed of 

convergence, and potential for quality improvement and speed-up. 

Record keeping experiments are performed with two different termination 

criteria: the total number of climbs performed, and the total number of solutions 

considered.  Eliminating redundant solutions from a fixed number of climbs reduces the 

number of solutions considered; thus, the improvement is seen as speed-up.  Unbounded 

memory is used to determine the upper bound on the attainable speed-up, and actual 

speed-up figures are determined using multiple configurations of each record keeping 

mechanism.   

The process of selecting the next step can serve as an atomic unit of time. In this 

case, restricting the total number of solutions considered is essentially the same as 

limiting the total amount of time,   Removing duplicate solutions in this context results in 

the consideration of more unique solutions, i.e. more of the solution space is explored, 

which could result in an improved solution quality.  Again, unbounded memory is used to 

determine the upper bound on possible solution quality improvement, and actual 
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improvement figures are determined using multiple configurations of each record keeping 

mechanism. 

This thesis shows empirically that record keeping can significantly improve both 

the time performance of IHC and the quality of solutions produced.  All record keeping 

mechanisms reduced the total running time by 90.8 % when fixing the total number of 

climbs, resulting in a speed-up factor of 10.9.  Unbounded memory experiments 

confirmed this figure as the upper bound.  Additionally, both mechanisms achieved a 

solution quality improvement of 0.518 % when fixing the total number of steps, which 

was again confirmed as the upper bound.
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CHAPTER 2 

BACKGROUND INFORMATION 

 

NP Completeness 

One way of describing the complexity of a problem is to estimate the worst-case 

running time of the most efficient algorithm which solves the problem.  Running times 

are expressed as a function of the problem size; for example, searching an unsorted list of 

n items might require n comparisons, expressed as f (n) = n, but enumerating every 

possible pair from the list might require n
2
 operations, or f (n) = n

2
.  A function which 

accurately describes an algorithm‟s running time to within a constant factor is said to be 

an asymptotic bound. 

Asymptotic notation uses bounding functions to characterize an algorithm‟s 

efficiency and provides a means of comparing the relative performance of algorithms.  

This notation combines the bounding function with a symbol identifying the particular 

type of asymptotic bound.  Asymptotic notation using the O symbol, referred to as O-

notation, indicates the asymptotic upper bound that describes an algorithm‟s worst-case 

performance.  The O-notations for the preceding example are O(n) and O(n
2
). 

If the asymptotic upper bound can be expressed as a polynomial, i.e. n
k
 for some 

constant k > 0, the problem is considered polynomial-time solvable.  Algorithms which 
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complete in polynomial time are called polynomial-time algorithms, and are considered 

efficient (Goodrich & Tamassia, 2003, p. 592).  Polynomial-time problems belong to the 

complexity-class P – the set of problems that are polynomial-time solvable (Cormen, 

Leiserson, Rivest, & Stein, 2001).  

The complexity class NP consists of those problems which are solvable in 

polynomial time on a non-deterministic Turing machine (Hopcroft, Motwani, & Ullman, 

2001).  NP problems are sometimes referred to as verifiable in polynomial time (Cormen, 

Leiserson, Rivest, & Stein, 2001); given a certificate (solution) to an NP problem, the 

validity of the solution can be verified in polynomial time on a deterministic Turing 

Machine.   

Some NP problems are reducible, meaning they can be converted to other NP 

problems in polynomial time.  This gives rise to a subset of NP problems referred to as 

NP-Complete.  Formally, NP Complete problems have the following features: 

 They belong to the complexity class NP 

 They are reducible to any other NP-Complete problem in polynomial time 

 

This classification is significant because the discovery of a polynomial-time 

algorithm for any NP-Complete problem would establish the existence of polynomial-

time algorithms for all NP-Complete problems.  Conversely, proving that any NP-

Complete problem cannot be solved in polynomial time effectively proves that no NP-

Complete problem is polynomial-time solvable.  

As a consequence of the discussion on NP complete problems, it is clear that the 

only currently known algorithms for NP complete problems require exponential rather 

than polynomial time, and thus are not efficient. The Traveling Salesman Problem, 
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discussed in the following section, is known to be NP-Complete (Cormen, Leiserson, 

Rivest, & Stein, 2001, p. 1012).   

The Traveling Salesman Problem 

The TSP is an intensely investigated problem which is easily understood yet still 

eludes a general solution (Applegate, Bixby, Chvátal, & Cook, 2006).  Applegate et al. 

define it in the following way: 

Given a set of cities along with the cost of travel 

between each pair of them…find the cheapest way of 

visiting all the cities and returning to the starting point. 

 

In the context of this research, the TSP is stated in the following way: find the 

minimum Hamiltonian cycle for a complete weighted undirected graph (Clark & Holton, 

1991) (Chartrand, 1977).  In other words, given a graph containing n vertices where  

is the weight of edge x-y, minimize the following cost: 

 

 Several variations of the TSP exist, including:   

 Symmetric TSP, where edges can be traversed in either direction at identical cost.  

This requires an undirected graph, i.e. . 

 Geometric TSP, where the triangle inequality holds for all vertices, i.e. 

.  

 Euclidean TSP, where edge weights are calculated using the Euclidean distance 

measure,   . 
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The following figure shows an undirected complete graph of six vertices, 

including a Hamiltonian cycle.  Edge weights are not shown. 

 

Figure 1 - A Complete Undirected Graph with 6 Vertices, 

Including a Hamiltonian Cycle 

   

The number of distinct Hamiltonian solutions in a complete graph of n vertices 

is , potentially a huge number, as shown in the following table: 

Table 1 - Number of Hamiltonian Cycles For Graphs of 

Various Sizes 

Cities Hamiltonian Cycles 

5 12 

8 2,520 

10 181,440 

12 19,958,400 

14 43,589,145,600 

17 10,461,394,955,000 

20 6.08 x 10
16

 

50 3.04 x 10
62

 

100 4.67 x 10
155

 

1

5

6

4

3

2
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The enormity of these numbers makes an exhaustive search impractical.  

Therefore, a heuristic search should be used to locate cycles that are likely to be of high 

quality.  In the context of the TSP, a heuristic search can be used to select the best tour 

from a subset of candidate tours.  But the heuristic search cannot guarantee that this tour 

is globally optimal; it can only certify that the tour is the best of those actually evaluated, 

i.e. it is a local optimum.  In order to rank a tour relative to unconsidered tours, it is 

common to use a lower bound – a number less than or equal to every number in a set 

(Anderson, 2004).  With respect to the TSP, a lower bound asserts that no tour may have 

a total length lower than this bound.  In this thesis, I use the lower bounds produced by 

the Concorde program (Applegate, Bixby, Chvátal, & Cook, 2006), which is discussed in 

a later section. 

Constructive Multi-start Search 

One way of solving combinatorial optimization problems is to perform an 

exhaustive search, systematically evaluating all possible solutions.  Although this is only 

practical when the search space is sufficiently small, an algorithm that performs this is 

considered complete; by leaving “no stone unturned,” it is guaranteed to find the global 

optimum (Pearl, 1984, p. 34). 

Local search (LS) is an alternative which abandons completeness in favor of the 

concept of a neighborhood.  For a solution s, the neighborhood of s is the set of solutions 

which are in some sense close to s, and can be easily generated by a minor modification, 

often called a move to s (Ambite & Knoblock, 2001, p. 2.3) (Pitsoulis & Resende, 2001, 

p. 1).  For example, a TSP tour can be adjusted by exchanging the visitation order of two 
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cities.  In this example, let I be an instance of the TSP, and let SOL(I) be the set of all 

solutions to I.  For a solution s  SOL(I), the neighborhood function (I,s) generates the 

set of all tours which differ from s in the visitation order of two cities (Armstrong & 

Jacobson, 2006).  LS ranks these neighbors using an evaluation function (s) to provide a 

measure of quality (Hoos & Stützle, 2007, p. 19.3), choosing an s‟  (I,s) to become the 

new s. 

There are several methodologies for choosing s‟.  Typically, an improving s‟ is 

chosen, i.e. (s‟) > (s), but this is not always the case. Simulated Annealing, for 

example, may select a non-improving s‟ in an attempt to find an even better solution.  

Steepest Descent LS assesses all neighbors, i.e. all s‟ where s‟  (I,s), choosing the one 

resulting in the greatest improvement.  Other algorithms may chose the first improving s‟ 

encountered.  No matter how it is chosen, s‟ becomes the new s and the process repeats. 

LS inevitably reaches a state where no improving neighbors exist, i.e. (s)  (s‟) 

for all s‟  (I,s), known as a local optimum.  A local optimum is also the global 

optimum when (s)  (s‟) holds for all s‟  SOL (I), but since (I,s)  SOL (I), this is 

most probably not the case.  Regardless, LS-based search heuristics should incorporate a 

technique for recovering from local optima; LS offers no recommendation (Michiels, 

Aarts, & Korst, 2007, p. 135).  Despite the lack of completeness, LS represents a good 

tradeoff between time and solution quality, as it can often find high-quality solutions very 

quickly.  Consequently, LS is the basis for most heuristic search methods, including 

Simulated Annealing, Tabu Search, GRASP and Hill Climbing (Voudouris & Tsang, 

2003, p. 186). 
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One way to proceed from local optima is to restart – to choose a different starting 

solution s from a different part of the search space and begin another LS to improve it.  

Algorithms choosing this approach are known as constructive multi-start (CMS) 

algorithms, and have two distinct steps: construction, and improvement. 

The purpose of the construction step is to produce initial starting solutions which 

are to be improved by local search.  These solutions may be constructed in any manner, 

including a construction heuristic or even randomly, although “randomly generated 

solutions are of poor quality on the average” (Pitsoulis & Resende, 2001, p. 2).  It may 

seem intuitive that higher quality starting solutions would lead to higher quality local 

optima, but an empirical study done at the University of Toronto found no clear 

relationship (Beck, 2005).  The findings of this thesis contradict this study, showing that 

in the local search performed in this research, higher quality starting points consistently 

lead to higher quality solutions.  However, even when a randomly-generated starting 

solution leads to a good local optimum, the number of moves needed to reach the 

optimum can be large (Johnson, Papadimtriou, & Yannakakis, 1988).  Suffice it to say 

there is no consensus regarding the best construction technique.   

The improvement phase is a LS, with the additional task of retaining the highest-

quality solution found thus far.  The current leading solution is compared to each new 

local optimum, updated when appropriate, and the process restarts.  This continues until 

an exit criterion is reached, such as desired solution quality, number of restarts, or time 

exhausted; hence, this algorithm is an anytime algorithm. 
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Hill climbing (Pearl, 1984) is a steepest descent LS heuristic which stops when 

encountering a local optimum.  Iterative hill climbing (IHC) recovers from local optima 

by restarting.  Thus, IHC is a CMS steepest descent search.  In this thesis, I am using IHC 

for the following reasons: 

 Empirical evidence shows that IHC produces high-quality solutions quickly. 

 IHC is an anytime algorithm. 

 Its reasonable level of complexity facilitates implementation  

 IHC is commonly used in other problem domains such as phylogenetics and 

cladistics. 

 It can be bounded by multiple criteria such as number of restarts, number of 

solutions considered, target solution quality reached, etc. 

 

Construction Algorithms of the TSP 

As previously discussed, CMS search recovers from local optima by restarting, 

and consequently requires multiple starting points.  Therefore, construction algorithms 

used with CMS search must be capable of producing multiple unique tours.  Existing 

algorithms for producing TSP tours, as described by Johnson and McGeoch, are designed 

to produce a single solution and do not consider a construction stage (Johnson & 

McGeoch, 1997).  The algorithms used for constructing initial tours in this thesis have 

been adapted to produce multiple solutions in descending order of preference, as 

determined by the specific heuristic (discussed later).  Six algorithms are considered:  

greedy enumeration, GRASP, greedy jump, nearest neighbor, Clarke-Wright, and 

random.   
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Greedy enumeration. 

The greedy enumeration (GE) algorithm constructs a tour by repeatedly adding 

the shortest available edge, provided it does not introduce a cycle or increase the degree 

of any vertex to more than two.  This continues until a Hamiltonian tour is obtained.  

Finally, the first and last vertices in the tour are connected to obtain a Hamiltonian cycle. 

For example, consider the complete graph shown in figure 2, containing six 

vertices and 15 edges.  The left side illustrates a partial tour consisting of only one edge, 

connecting vertices 1 and 2.  The remaining 14 edges are still available for use.  The right 

side depicts the graph after adding edge 2-3 to the tour.  The degree of Vertex 2 becomes 

two, rendering all remaining edges involving vertex 2 unusable.  Edges 2-4, 2-5, and 2-6 

are discarded.  Edge 1-3 is also discarded, as its use would produce a cycle.  Hence, the 

list of available edges is reduced to the nine shown. 

 

Figure 2 - GE Adding an Edge, Before and After 
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The following pseudo code describes the algorithm.  It is assumed that the edges 

are sorted shortest to longest.  The function UNUSABLE identifies edges which can no 

longer be used: 

stack  null 

stack.push (null tour , all edges) 

while (stack ≠ empty) 

tour,edges  stack.pop() 

while (edges ≠ empty) 

  edge  FIRST(edges) 

  edges  edges - edge 

  stack.push(tour,edges) 

  tour  tour + edge  

  edges  edges – UNUSABLE(tour) 
 

Greedy jump. 

Since GE constructs starting tours in reverse order of quality, it is likely that many 

tours will cluster in the same basin of attraction, meaning the local search ultimately 

arrives at the same local optimum.  Although the redundancy introduced by this 

clustering can be reduced through record keeping, it nevertheless leaves much of the 

search space unexplored.  The greedy jump algorithm addresses this by performing 

periodic jumps through the search space.  Tours are produced using the GE algorithm 

until a target count is reached, at which point the algorithm discards some of the pending 

configurations.  The effect of this jump forward in the solution space is to discard 

preferred solutions in order to escape from a basin of attraction.  Theoretically, this 

algorithm may retain some of the performance characteristics of GE while discovering 

solutions that would be otherwise missed. 
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GRASP. 

GRASP (Greedy Randomized Adaptive Search Procedure) is a construction 

algorithm in which the “construction method attempts to provide better starting points for 

the local improvement procedure” (Fleurent, 1999, p. 1.2).  In contrast to GE, which 

always makes the greedy choice, GRASP makes a semi-greedy choice by choosing 

randomly from the shortest n edges.  Contrary to the previously-mentioned Toronto study 

(Beck, 2005), Resende states the solutions produced by GRASP are significantly better 

than the solutions produced by random construction (Resende, 1998). 

Nearest neighbor. 

The nearest neighbor algorithm is probably the most intuitive of all the tour 

construction algorithms (Johnson & McGeoch, 1997).  It starts from an arbitrary vertex, 

proceeds to the nearest unvisited vertex, and repeats until the tour is complete. 

Clarke-Wright. 

The Clark-Wright TSP construction algorithm is an adaptation of the Clarke-

Wright savings heuristic, originally developed to solve the vehicle routing problem 

(Johnson & McGeoch, 1997).  It begins by designating one vertex as the central hub and 

creating a cycle which includes an “out and back” trip to all other vertices, similar to a 

delivery truck making multiple deliveries but returning home after each delivery.  This 

cycle is not Hamiltonian, as it visits the hub many times.  The algorithm then begins 

improving the cycle by combining deliveries into fewer trips, based on the savings 

generated.  This is illustrated in the following figure: 
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Figure 3 - Clarke-Wright Initial Circuit and Potential Improvements 

 

As can be seen on the left diagram (Initial Circuit), the algorithm has chosen 

vertex 1 as the hub, and constructed a circuit of "out and back" to the other four vertices.  

The right diagram (Potential Improvements) visually shows some improvements that 

could be made to this circuit.  For example, if the deliveries to vertices 2 and 3 were 

combined into one trip, the tour 1-2-1-3-1 would be reduced to 1-2-3-1.  As the figure 

shows, adding edge 2-3 (green) allows removing edges 2-1 and 1-3 (blue).  This results in 

a net savings of , where  is the weight of edge .  Similarly, 

adding edge 4-5 (red) allows the removal of edges 4-1 and 1-5 (purple).   

The algorithm enumerates all valid circuit adjustments, chooses the one which 

results in the largest savings, and repeat this process until no further improvement is 

possible.  
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Random. 

 This algorithm randomly constructs a starting tour.  The starting tours produced 

may be inferior to those of other construction algorithms, but high-quality solutions may 

still result after climbing.  Moreover, this algorithm is likely to produce solutions from 

portions of the search space left unconsidered by the other construction algorithms. 

The 2-Opt Algorithm 

CMS search has been previously described as using local search during the 

improvement step.  Any local search requires a neighborhood function – an algorithm 

which specifies a set of adjustments or exchanges that can be used to convert one solution 

into another.  These algorithms can be described by the number of exchanges performed; 

a function that produces neighbors by performing k exchanges is called a k-exchange 

algorithm.  The term k-opt most accurately describes a local optimum within a k-

exchange neighborhood, but current literature frequently uses the term to instead describe 

the algorithm itself, e.g. a “k-opt algorithm” (Rego & Glover, 2002).   

TSP solutions are typically adjusted by exchanging edges.  A k-opt TSP algorithm 

breaks a TSP tour into separate tours by removing k edges, then reconnects them into a 

neighboring tour using k different edges.  2-Opt, the case where k=2, is the simplest and 

most famous variation (Johnson & McGeoch, 1997) (Rego & Glover, 2002), and is the 

neighborhood function used in this thesis. 

2-Opt exploits the fact that when a TSP tour is broken by removing two edges, it 

can only be reconnected in one additional way.  For example, the following figure shows 

a tour connecting eight vertices.  If the edges 2-3 and 6-7 are removed, the tour can only 
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be reconnected by adding the edges 2-6 and 3-7.  In the context of this thesis, a 2-Opt 

exchange is acceptable only if it improves the cost of the cycle.  Hence, in this example 

the 2-Opt exchange is acceptable if  

 

 

 

Figure 4 - A 2-Opt Exchange 

 

Given a tour T consisting of vertices V1..Vn, this transformation can be described as: 

 

 

 

The algorithm to accomplish this transformation is as follows: 

  2OPT ( T, x, y ) 

      T’  T 

      remove edge Vx -Vx+1 from T’ 

      remove edge Vy -Vy+1 from T’ 

      add edge Vx -Vy to T’ 

      add edge Vx+1 –Vy+1 to T’ 

      return T’ 
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Thus, the 2-Opt neighborhood of T is the set of T’ for all distinct combinations of 

x and y.   

Concorde 

Concorde is a program written by Applegate et al. “specifically to solve large 

instances of the TSP (Applegate, Bixby, Chvátal, & Cook, 2006, p. 462).  It is used in 

this research for two purposes: to produce Euclidean graphs, and to determine lower 

bounds. Additional details about Concord can be obtained from The Traveling Salesman 

Problem, A Computational Study (Applegate, Bixby, Chvátal, & Cook, 2006). 

Concorde generates graphs by randomly placing vertices within a square area of n 

by n.  For each vertex, x and y values are randomly generated in the range of 0-n, and the 

vertex is established at the point x, y.   

Concorde computes lower bounds using a linear programming branch and cut 

method, introduced by Padberg and Rinaldi (1990) with improvements by Naddef and 

Thienel (2002).  The authors show the lower bound is accurate to within 0.137% on a 

1,000 vertex instance, and to within 0.145% on a 100,000 vertex instance (p. 191).  An 

accurate lower bound allows Concorde to conclude that a tour is „almost‟ optimal without 

considering all possible tours; it need only find a tour matching the lower bound.  In the 

case that a shorter tour exists, the difference is negligible.  Concorde has produced 

optimal tours for 106 out of 110 TSPLIB instances, the largest of being 15,112 vertices.  

In addition, Concorde found solutions for even larger problems. Concorde produces very 

good solutions within the lower bounds for larger instances, even though it is not always 
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possible to conclude that the solution is in fact optimal. This research concentrated on 

graphs of 100 vertices or less; for graphs of this size, Concorde solutions are known to be 

optimal and establish a baseline for comparison with IHC solutions. 

Concorde is widely regarded as the fastest TSP solver (Mulder & Wunsch II, 

2003), although the runtime can vary greatly for individual problems.  In a test performed 

using 10,000 graphs of 1,000 vertices, runtimes ranged from under 10 seconds to over 

10,000 seconds.  While it performs well in most cases, the authors acknowledge that in 

the worst case, the runtime is an exponential function of n (Applegate, Bixby, Chvátal, & 

Cook, 2006, p. 496).   

Concorde was used to generate 400 distinct, random, TSP instances of 100 

vertices each for use in this research.  Further details about using Concord in this thesis 

are given in chapter 4, Experiment Setup. 

The source code for Concorde is hosted by Georgia Tech and is freely available to 

the public (p. 489). 

Record Keeping Mechanisms 

Detecting redundancy among tours discovered during the search process requires 

a record keeping mechanism that maintains a list of previously-discovered tours and 

supports two operations: query and add.  A query determines if a specific tour exists in 

the list, and an addition inserts a new distinct tour into the list of previously-discovered 

tours.  Four record keeping mechanisms are considered: unbounded memory, dedicated 

memory, cache, and a Bloom filter.  
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Unbounded memory. 

The unbounded memory model assumes there is sufficient memory to store all the 

distinct tours encountered during the search.  This model is of course theoretical, and is 

simulated using bounded memory.  Since IHC is performed with a limited number of 

restarts, only a finite number of tours is generated.  Hence, dedicated memory of 

sufficient size to store every tour generated can serve as a model of “infinite” or 

unbounded memory.  Unbounded memory is used to establish the upper bound on 

attainable speed-up and solution quality improvement. 

Dedicated memory. 

Realistically, unbounded memory is not practical.  Memory is a finite resource, 

and regardless of the implementation used it must operate within the given constraints.  

The dedicated memory model (DM) uses a fixed amount of memory of a pre-determined 

size.  It is used to analyze the time/space tradeoffs and the anytime/anyspace properties of 

IHC, as well as a basis of comparison for the other record keeping mechanisms 

(Zilberstein, 1996) (McMahan & Gordon, 2007) (Ramos & Cozman, 2005).  However, it 

has significant weakness; the DM inevitably becomes full, preventing additional records 

from being stored.  This weakness limits the practical value of DM, but the field of 

computer architecture has a well-developed and commonly-used mechanism which 

overcomes this weakness – cache memory.   
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Cache. 

In computer architecture terms, a cache is a small amount of very fast memory 

that acts as a buffer between a CPU and regular memory (Patterson & Hennessy, 1994).  

Its performance advantage over regular memory is exploited by selectively storing certain 

high-priority items (recently or frequently used) in the cache, and storing lower-priority 

items in regular memory.  Cache takes advantage of the principle of locality, which says 

that most programs “do not access all code or data uniformly” (Hennessy & Patterson, 

2007, p. 458).  Instead, “programs exhibit both temporal locality, the tendency to re-use 

recently accessed data items, and spatial locality, the tendency to reference data items 

that are close to other recently accessed items” (p. 458).  A memory system that stores 

those items most likely to be used in the fastest memory can achieve a level of overall 

performance approaching that of the fastest memory at cost near that of the cheapest 

memory (p. 288).  

As a finite resource, it is inevitable that the cache becomes full, and successful 

implementations include a mechanism for evicting items – transferring them to the slower 

main memory, thereby making room for new items.  Although no memory hierarchy is 

proposed, a similar architecture is used for the record-keeping explored in this thesis. 

Cache Architectures 

Memory and cache memory are both divided into fixed-size blocks with k bytes 

per block. There are three main cache architectures: direct-mapping, fully-associative 

mapping, and set-associative mapping.  In a direct-mapped cache, a block of data is 

capable of being stored in exactly one cache location.  The specific location is determined 
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using a reference word, which is transformed using the scheme illustrated in the 

following figure: 

Figure 5 - Cache Reference Word 

 

The index is used to identify the specific location of the block.  A cache with n 

blocks requires  index bits.  For example, a cache of 64 blocks requires 6 index 

bits.  The offset is used to identify the specific byte within a block.  Blocks of k bytes 

require offsets of  bits.  For example, a block of 8 bytes requires 3 offset bits.  The 

remainder of the reference word is the tag, and is used to distinguish between hits and 

misses.  Continuing the previous example and assuming 32 bit addresses, the tag is the 

most significant 23 bits (32-6-3) of the reference word.  Each cache block must store the 

tag in addition to the k bytes of data. 

The salient feature of direct-mapped cache is that any block of data may only be 

stored in one specific cache location, which makes it easy to implement and fast.  The 

main problem with this architecture is that it does not support replacement policies 

(discussed later).  Moreover, it may not fully utilize all available blocks, and 

consequently is unlikely to have the hit performance of the other two architectures. 

Index Offset Tag 

msb 

Reference Word 

lsb 
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Fully Associative 

The most flexible cache architecture is called fully-associative.  This architecture 

allows a memory block to be stored in any cache location.  The reference word is divided 

into tag and offset.  Index bits are not required.  This architecture allows full use of all 

blocks and typically has the highest hit/miss ratio.  However, the hardware required to 

implement this also makes it the most prohibitively expensive, rendering caches of 

reasonable size impractical.    

L-Way Set Associative 

The l-way set associative cache is a hybrid of the fully associative and direct 

mapping architectures.  In this architecture, the cache is organized into n sets, with each 

set containing l lines; each line contains one block.  Blocks are mapped to sets as with 

direct-mapping, but within each set the lines are fully associative.  This architecture is the 

most commonly-used, as it is a reasonable compromise between performance, cache 

utilization, and cost.  As an example, Intel has used an 8-way associative architecture for 

all microprocessor L2 caches since the Pentium 4, up through and including the latest i7 

processor (Intel, 2004) (Intel, 2009).  The caches implemented in this thesis use the l-way 

associative architecture, with l being 4, 8, and 16. 

Replacement Policies 

When a cache memory becomes full, space must be freed for new entries by 

evicting existing blocks.  A direct mapped cache has only one possible block for the new 

entry, and therefore does not support replacement policies.  The associative architectures 
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have a choice of multiple blocks (or lines) to evict.  The algorithm that determines which 

block to evict is known as a replacement policy.  Two commonly-used replacement 

policies which determine eviction based on data usage patterns are “least frequently” and 

“least recently” used. 

The least frequently used (LFU) policy evicts the cell with the fewest number of 

references.  It maintains a reference count for each cell, which is initialized to zero and 

incremented after each cache hit.  Whenever an eviction is required, the block with the 

lowest reference count is evicted and its contents are replaced with the new block.    

The least recently used (LRU) policy assumes that recently-referenced blocks are 

most likely to be referenced again.  It therefore prioritizes retaining recently-referenced 

blocks by evicting the blocks least recently used.  Belady investigated numerous 

replacement policies and found that LRU consistently outperforms other policies 

(Belady, 1966).  Consequently, all cache mechanisms used in the record keeping 

experiments in this thesis use the LRU replacement policy. 

The random policy does not base its choice on any usage characteristics, instead 

selecting one cell at random for eviction.  Additionally, the random policy tolerates 

access patterns that may result in poor performance with the other policies.  Shiva states 

“the performance of the random policy… is only slightly inferior to that of the policies 

based on usage characteristics (Shiva, 2000, p. 439).”   

Bloom filters. 

 A Bloom filter is a probabilistic data structure for tracking set membership 

(Dillinger & Manolios, 2004) (Wu, 2008).  Given a universe of discourse U and a set 
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S  U where S is a set of elements produced through an operation on U, a Bloom filter 

can be used to record the membership of an element s in S.  It is implemented using: 

 a vector of m bits, initialized to 0.  

 k independent hash functions (h1, h2, … , hk), each with a range of 1-m. 

 

 The Bloom filter enables two basic operations on a set: 1) recording that an item 

is a member of S, and 2) checking whether an item is recorded as a member of S. The 

second operation, however, may introduce a false positive error – falsely denoting that an 

item is recorded in the Bloom filter as a member of S.  One commonly used application 

of the filter is to keep records of set items that have been encountered in the course of 

operating on the set.  

 Corresponding to the two set operations enabled by the Bloom filter, there are two 

basic operations the can be performed on the Bloom filter: “insert,” and “query.”  The 

insert operation records that an item is a member of S. It is an idempotent operation that 

can be applied to an item more than one time with the same effect, producing the same 

single record. The query operation checks whether an item is recorded in the Bloom 

filter. 

 To record a set item, each hash function is applied to the item, produces an index, 

and sets the vector bit addressed by the index to 1.  Thus, recording an item sets k array 

bits.  The following diagram illustrates recording a set item with k=3: 
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Figure 6 - Bloom Filter Recording Using Three Hash Functions 

 

A membership record query is similar.  Each hash function is applied to the item, 

produces an index, and checks that the corresponding bit is set to 1.  If all the bits 

addressed by all the indexes are set to 1, the query returns the value “True” denoting that 

the item is recorded as a member of S. This can be considered as a hit. Otherwise, if any 

of the addressed bits are 0, the query operation returns the value “False,” (or miss), 

indicating that there are no records about the membership of the item in S. 

As new elements are recorded, it is inevitable that individual bit collisions occur, 

where the same bit within the vector is set by the recording of multiple elements.  A false 

positive occurs when an element has not been recorded as a member of the set, yet the 

membership query returns true due to all k index bits for that element having been set by 

previous recordings.  Individual bit collisions do not necessarily result in false positives, 

as a single 0 among the k index bits is sufficient to conclude with certainty that the 

element is not a member of S.  In other words, the probability of false negative is 0. 

0 0 0 1 0 0 0 0 1 0 1 0 

h1(elem) h2(elem) h3(elem) 
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Nevertheless, it is clear that as the number of bits set to 1 increases, the probability of a 

false positive also increases.  Indeed, this is a strong characteristic of Bloom filters, 

which must be managed by careful choices of m and k.  Next, the probability of false 

positives is analyzed.  

The probability of a vector bit being 1 is .  It follows that the probability of a bit 

being 0 is .  Since recording each element sets k bits, n recordings sets kn bits.  

Therefore, the probability of any single bit being 0 after n recordings is:  

 

The probability of any single bit being 1 is: 

 

A positive membership query requires that all k index bits for an element be set to 

1.  Thus, the probability of a false positive is: 

 

It is intuitive that large values of k gives each element a large footprint in the 

vector, reducing the probability of false positives.  However, at some point additional 

hash functions become counterproductive; simply resulting in more bits being set and 

actually increasing the probability of a false positive.  This probability can be minimized 

by selecting an optimal value for k.   
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Since it is difficult to minimize  for k, it is common to perform the 

following approximation: 

 

The approximated expression reduces to , and minimizing this for k 

produces a good estimate of the optimum number of hash functions (for a given m/n) as:  

 

Table 2 below shows the probability of a false positive for many combinations of 

m/n and k.  kopt is computed using the above formula, while the specific k values were 

computed using the original formula for .  Bold values identify the actual optimal value 

of k, which in all cases is either ⌊kopt⌋ or ⌈kopt⌉.  For example, suppose that a false positive 

probability of 1% or less is desired.  The table shows that a vector size of at least 11 bits 

per element (m/n) is required, with kopt = 7. 

 

Table 2 - Bloom Filter False Positive Probabilities.  Bold indicates kopt. 

m/n kopt k = 1 k = 2 k = 3 k = 4 k = 5 k = 6 k = 7 k = 8 k = 9 
2 1.3863 0.5000 0.5625 0.6699 0.7725 0.8532 0.9098 0.9466 0.9692 0.9826 

3 2.0794 0.3333 0.3086 0.3485 0.4147 0.4936 0.5762 0.6556 0.7273 0.7888 

4 2.7726 0.2500 0.1914 0.1932 0.2184 0.2581 0.3085 0.3668 0.4300 0.4954 

5 3.4657 0.2000 0.1296 0.1162 0.1215 0.1374 0.1614 0.1925 0.2301 0.2733 

6 4.1589 0.1667 0.0934 0.0748 0.0719 0.0766 0.0866 0.1012 0.1203 0.1439 

7 4.8520 0.1429 0.0704 0.0508 0.0449 0.0448 0.0483 0.0546 0.0636 0.0753 

8 5.5452 0.1250 0.0549 0.0360 0.0293 0.0274 0.0280 0.0305 0.0345 0.0400 

9 6.2383 0.1111 0.0440 0.0264 0.0199 0.0175 0.0169 0.0176 0.0192 0.0218 

10 6.9315 0.1000 0.0361 0.0199 0.0140 0.0115 0.0106 0.0105 0.0111 0.0121 

11 7.6246 0.0909 0.0301 0.0154 0.0101 0.0078 0.0068 0.0065 0.0066 0.0070 
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Hash Functions 

A Bloom filter requires k independent hash functions, each with a range of 1-m.  

Producing a maximum value of m requires a hash value of at least log2(m) bits in length.  

This value is rounded up to the next integer, i.e. l = ⌈log2(m)⌉.  Since 2
l
  may be greater 

than m, the actual value returned is restricted using a modulus.  Thus, the algorithm for 

computing a Bloom hash function resembles the following: 

b  sequence of ⌈log2(m)⌉ bits  
v  (unsigned integer) b 
return (v mod m) 
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CHAPTER 3 

LITERATURE SURVEY 

 

Heuristic search algorithms, constructive multi-start search, and the TSP are all 

highly-researched topics with much literature available.  Some literature is available 

documenting the use of short-term memory with heuristic search to overcome specific 

algorithmic issues, but few mention long-term memory as a means of performance 

improvement.  

  Several introductory texts on artificial intelligence recommend avoiding repeated 

states by maintaining a list of all explored states when discussing uninformed search 

(Funge, 2004) (Nilsson, 1998) (Akerkar, 2005) (Russell & Norvig, 2003).  Russell and 

Norvig recognize the “fundamental tradeoff between space and time,” yet while each text 

infers unbounded memory (“all explored states”), this research recognizes memory as a 

constrained resource.  Furthermore, no specific implementation is suggested beyond the 

vague “use a hash list.” 

Karhi and Tamir investigated “Caching in the TSP Search Space” (2009), but 

their work is limited to caching and two construction algorithms.  I propose to extend 

their work, evaluating the performance of a Bloom filter and several additional 

construction algorithms. 
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Ghosh and Sierksma use a long-term memory to avoid revisiting previously-

explored solutions in their paper Complete Local Search with Memory (2002).  Their 

algorithm goes much further, segregating solutions into multiple categories (explored, 

unexplored, pending) and prioritizing among them.  Their approach constitutes an 

entirely-new heuristic, although similar in some ways to the uninformed search proposed 

by Russell and Norvig. 

GRASP (Resende, 1998) is a constructive multi-start algorithm with a random 

component in the construction phase. Because of the random component, the author 

recognizes the possibility of constructing duplicate solutions, and several papers 

(Pitsoulis & Resende, 2001) (Resende & Ribeiro, 2003) mention the use of short-term 

memory to detect this.  Detecting duplicate solutions reached during the local search 

phase is not mentioned.  Moreover, the papers make no mention of the memory size or 

update strategy – topics my research investigates. 

The tabu search algorithm makes use of a short-term memory cache to store its 

tabu list.  This list serves as a mechanism to help the algorithm escape local optima – not 

as a means of improving performance (Glover & Laguna, 1997).   

The terms „adaptive memory‟ (Fleurent, 1999) (Fernandes & Ribiero, 2005) and 

„path re-linking‟ (Resende & Ribeiro, 2003) (Goncalves, Ochi, & Martins, 2005)  

frequently appear in literature, but these are mechanisms intended to guide a search 

toward a better solution by remembering elite solutions.  They do not appear to cope with 

redundancy in the search space. 
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Hertel and Pitassi studied time/space trade-offs in the context of satisfiability 

problems, noting that finite space requires a highly selective and efficient, yet effective 

caching scheme (2007).  Their work is largely theoretical, and no specific caching 

scheme is proposed. 

Allen and Darwiche also studied time/space trade-offs in the context of recursive 

conditioning (2003).  However, their focus is not on improving runtime performance, but 

rather to identify “which results should be cached.”  Moreover, their cache is static; they 

do not consider cache replacement policies or cache organization issues. 

Aggarwal investigates the technique of software caching for memory intensive 

applications that perform searches or sorted insertions (2002). He compares software 

caching to pre-fetching and studies the benefit of combining these two techniques. He 

concludes that applications which have good temporal locality, have high cache hit rates 

during a search, and where search operations are a significant fraction of the program 

execution time will benefit more from software caching than from hardware caching with 

pre-fetching.  The author finds reductions of up to 30% in computational time after 

implementing software caching on six benchmark problems using common search 

structures. However, Aggarwal‟s software cache implementation is not extended to any 

specific heuristic optimization problem. 

Santos et al. investigate cache diversity in genetic algorithms (GA). The cache is 

used to store partial results of the chromosome evaluation function (2000). Their work is 

specific to GA, in that they are storing chromosomes (partial solutions) instead of 

complete solutions.  Moreover, their record keeping mechanism has no provisions for 
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replacement policies or size bounds.  Accordingly, it would be more accurately described 

as unbounded dedicated memory, limiting its applicability to small problems. 

Additional literature discussing time/space tradeoffs include Anytime anyspace 

probabilistic inference (Ramos & Cozman, 2005), Recursive conditioning (Darwiche, 

2001), Embedded Bayesian Networks: Anyspace, Anytime Probabilistic Inference 

(Ramos, Cozman, & Ide, 2002), Efficient Caching in Elimination Trees (Grant & Horsch, 

2007), Topological Parameters for time-space tradeoff (Dechter, 1996), and 

Computational Complexity: A Modern Approach (Arora & Barak, 2009). 

To the best of my knowledge, the research reported in this thesis is the first study 

to compare the utility of multiple record-keeping mechanisms to improve CMS search, 

and the first to consider a Bloom filter for this purpose.
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CHAPTER 4 

EXPERIMENT SETUP 

Platform 

The experiments in this thesis were performed on a hardware platform using an 

Intel Core2 Duo T5750 CPU @ 2.00 Ghz with 3 GB of memory, running the Microsoft 

Windows Vista operating system. 

Software Environment 

The experiments performed in this thesis used custom software to perform 

iterative hill climbing, to implement record keeping using unbounded memory, dedicated 

memory, software simulation of a cache, as well as a Bloom filter, and to gather metrics 

used to gauge the performance of the record keeping.  This software was written in C# 

using the Microsoft Visual Studio 2008 development environment with the .Net 

Framework version 3.5.  The experiment processing portions of the code are single-

threaded, although multi-threading was used to retain UI responsiveness during long-

running experiments. 

 The Concorde TSP Solver was also used to generate random graphs and record 

their lower bounds.   Full source code and binary versions for several platforms are 
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available to the public.  For the research in this thesis, the Windows installable package 

for “Concorde version 1.1 with Graphical User Interface” was downloaded from: 

http://www.tsp.gatech.edu/concorde/downloads/codes/win/concorde1.1.exe 

TSP Instance Graphs 

A standard set of graphs was collected for use in the experiments in this thesis.  

Vertex counts were limited to 100, allowing experiments to complete in a reasonable 

amount of time.  The set of graphs consists of: 

 10 randomly-generated Euclidean graphs, 100 vertices each 

 10 randomly-generated non-planer graphs, 100 vertices each 

 18 benchmark instances from TSPLIB, vertex counts of 16-100 

 400 Concorde-generated graphs of 100 vertices each. 

The Euclidean graphs were generated by randomly placing points in a square area 

of 1000 by 1000.  For each vertex, x and y values were randomly generated in the range 

of 0-1000 and a vertex was established at point x, y.  The edge lengths were calculated 

using the Euclidian distance measure.   

 The random non-planer graphs were generated using random edge weights, i.e. 

the distance between each distinct pair of vertices was randomly generated without regard 

to the triangle inequality theorem.   

The TSPLIB graphs include all graphs which have a vertex count of 100 or less 

and have a published optimal solution. 

The 400 Concorde graphs were generated in one Concorde session to ensure that 

no duplication occurred due to pseudo-random number seeding issues.  Concorde 

generates graphs similar to the random planer method described above, i.e. vertices are 

http://www.tsp.gatech.edu/concorde/downloads/codes/win/concorde1.1.exe
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established at randomly-placed points in a square area and distances are Euclidean.  The 

Concorde solutions to these graphs were presumed optimal, and used as the standard of 

comparison. 

The optimal solutions for the random graphs are unknown; the overall best 

solution discovered by any construction algorithm was used as the standard of 

comparison. 

Construction Algorithms 

The TSP algorithms used in this thesis have been adapted for use as construction 

algorithms; that is, they have been extended to produce multiple solutions in descending 

order of quality, as determined by the specific heuristic.  The construction algorithms 

implement a stack of configuration objects where each object describes the state of a 

partial tour, including lists of both the edges used so far and the remaining candidate 

edges.  Each time an additional edge is added to a tour, a configuration object describing 

the alternate choice – the nonuse of the edge – is created and pushed onto the stack.  

Upon completion of a tour, construction of the next tour begins from the configuration 

currently on top of the stack 

Tour Representation 

 Cycles are represented as a list of vertices in the order of visitation, with the 

origin vertex repeated at the end to complete the cycle.  For example, a cycle visiting 

three vertices might be represented as 1-2-3-1.  This notation is convenient because it 

also identifies the edges used, i.e. the previous cycle uses the edges 1-2, 2-3, and 3-1.  



40 

 

 

 

However, this notation is not unique. For example, the cycles 1-2-3-1 and 1-3-2-1 are 

identical.  In the general case, a cycle of n vertices can be represented in 2n ways.  

Therefore, in order to simplify the recognition of duplicate cycles, cycles are 'normalized' 

in the following manner: 

 Start from the lowest-numbered vertex 

 From the origin, proceed to the lowest-numbered vertex 

 

 Under these two rules, the cycle shown above can only be represented as 1-2-3-1, 

providing a unique representation. 

Record Keeping 

Although the record keeping performed in the experiments in this thesis is 

simulated in software, these functions are commonly implemented in hardware.  

Accordingly, the overhead associated with the software emulation can be ignored.  

Values such as “speed-up” (discussed later) are calculated without regard to any overhead 

introduced by the record keeping. 

Hashing 

The record keeping in this thesis does not require retrieving or exactly 

reproducing a tour; rather, it only needs to determine if a tour has been previously seen.  

Because of this, the memory requirement may be reduced by using a lossy technique such 

as hashing, provided that the probability of getting the same hash value for different tours 

is very low.  The unbounded memory, dedicated memory and cache record keeping 

mechanisms all use the cryptographic hash function MD5 for this purpose. 
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Hashing introduces the possibility of collisions, where two distinct keys hash to 

the identical value.  In the case of MD5, its hash value of 128 bits equates to a collision 

probability of  , or 2 x 10
-39

, an acceptably-small risk. 

 In addition to the benefit of compression, MD5 also serves as the function used to 

map a tour to specific cache blocks or sets.  For example, suppose an n-way associative 

cache contains 1024 sets.  10 bits are required (log2 1024) to map a tour to a specific line 

in this cache.  The leading 10 bits of the MD5 hash value are used for this purpose, and 

the remaining 118 bits are used as the tag. 

 Hashing is an integral part of Bloom filter operation, and Bloom filters may 

require more than 128 hashed bits, depending on the specific parameters.  The Bloom 

filter hash functions implemented in this thesis obtain their bit sequences using the 

cryptographic hash function SHA-512, a version the Secure Hash Algorithm proposed by 

the National Institute of Standards and Technology (NIST) in 2002 (Stallings, 2006, p. 

353).  This algorithm was chosen because it produces hash values of 512 bits, which is 

robust enough to support very large values of m and k.  The element is hashed one time, 

and the resulting block of 512 bits is subdivided into smaller blocks appropriate for use in 

the individual hash functions.  For example, suppose a Bloom filter is required with an m 

of one billion.  Since log2 (1,000,000,000) ≈ 29.9, each hash function requires at least 30 

bits.  The actual bits are extracted from the SHA-512 hash value in groups of 30, i.e. k1 

uses bits 1-30, k2 uses bits 31-60, and so on.  In this example, one SHA-512 hash value is 

sufficient to support 17 independent hash functions.   
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CHAPTER 5 

EXPERIMENTS 

 

Experiment 1 evaluates the quality of TSP tours produced by six different 

construction algorithms.   Results are expressed as a percentage of the best tour found.  

Lower numbers indicate better quality, with 100.0 being the best tour discovered.  The 

best tour may be found by multiple construction algorithms.  This experiment uses the 10 

random non-planer graphs, the 10 Euclidean graphs, and the 18 TSPLIB graphs for a total 

of 38 graphs. 

Experiment 2 evaluates the redundancy within the TSP tours produced in 

experiment 1.  The ratio of distinct tours to total tours is calculated and expressed as a 

percentage.  For example, 90.0 indicates that the set of TSP tours is 90% redundant, or 

only one tour in ten is unique.  Higher numbers indicate more redundancy. 

Experiment 3 evaluates the distribution of TSP solutions using 400 Concorde 

Euclidean graphs. 

Experiment 4 evaluates the speed improvement obtained by eliminating redundant 

TSP tours using record keeping.  Unbounded memory is used to obtain the upper bound 

of attainable speed-up, and actual speed-up is computed using multiple configurations of 

dedicated memory, cache, and Bloom filters.  Skip-able steps are accumulated and results 
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are reported as percent of steps skipped and resulting speed-up factor.  For example, 

skipping 90% of the steps would result in a speed-up factor of 10x.  This experiment uses 

50 Concorde Euclidean graphs.  

Experiment 5 evaluates the improvement in solution quality obtained by reducing 

redundancy while bounded to a fixed number of steps.  Unbounded memory is again used 

to obtain the upper bound, and actual improvements are evaluated using the dedicated 

memory, cache, and Bloom filter memory models.  Results are expressed as a percentage 

of optimal, with 100.0 being the best possible.  The actual improvement is the difference 

between the solution quality without record keeping and the quality with record keeping.  

This experiment uses 50 Concorde Euclidean graphs.   

The following table summarizes the experiments performed. 

Table 3 - Summary of Experiments 

Experiment 

Number 

Purpose Sub Parameters 

1 Evaluate 

Quality 

1.1  10 random non-planer graphs 

All construction algorithms 

1.2 10 Euclidean graphs 

All construction algorithms 

1.3 18 TSPLIB Instance 

All construction algorithms 

2 Evaluate 

Redundancy 

2.1 10 random non-planer graphs 

Greedy, Greedy-Jump & GRASP  

2.2 10 Euclidean graphs 

Greedy, Greedy-Jump & GRASP 

2.3 18 TSPLIB Instance 

Greedy, Greedy-Jump & GRASP 

3 Quality 

Distribution 

 400 Concorde graphs 

Greedy & GRASP 

4 Speed 

Improvement 

4.1 Concorde graphs 1-50 

GRASP & unbounded memory 

4.2 Concorde graphs 1-50 

GRASP & dedicated memory 



44 

 

 

 

Table 3 - Continued 

Experiment 

Number 

Purpose Sub Parameters 

4 Speed 

Improvement 

4.3 Concorde graphs 1-50 

GRASP & cache 

4.4 Concorde graphs 1-50 

GRASP & Bloom filter 

5 Quality 

Improvement 

5.1 Concorde graphs 1-50 

GRASP & unbounded memory 

5.2 Concorde graphs 1-50 

GRASP & dedicated memory 

5.3 Concorde graphs 1-50 

GRASP & cache 

5.4 Concorde graphs 1-50 

GRASP & Bloom filter 

 

Experiment 1 – Evaluate Quality 

The ultimate goal of this research is to evaluate the utility of record keeping as a 

mechanism to improve iterative hill climbing.  Detecting duplicate tours encountered 

during the climbing process allows unnecessary and redundant work to be eliminated, 

which should result in improved speed and/or solution quality.  It is expected that the 

choice of construction algorithm will affect the amount of redundant tours produced by 

IHC, and the application of record keeping will show different results for each.  But no 

matter what efficiency gains may be attained, the work will be of little value if high-

quality solutions are not produced.  Experiment 1 performs IHC using 100,000 total 

climbers.  The results are analyzed for solution quality as a percentage of the best 

solution found.   
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Experiment 1.1. 

This experiment produces IHC solutions for the 10 random non-planer graphs 

using all six construction algorithms.  The following table shows the quality of solutions 

produced, expressed as a percentage of the best solution found.  Lower values indicate 

higher quality, with 100.0 being the best obtainable. 

 

Table 4 - Random Non-planer Tour Quality 

Graph GE Jump GRASP Rand CW NN 

100-1 NP 100.00 100.00 100.69 115.17 120.00 146.55 

100-2 NP 100.00 100.33 100.65 120.26 117.65 145.42 

100-3 NP 100.00 100.70 100.35 117.96 117.25 148.24 

100-4 NP 100.00 103.69 101.11 124.35 123.99 156.09 

100-5 NP 100.00 100.00 101.63 113.68 117.59 137.46 

100-6 NP 100.37 100.00 101.85 122.14 122.14 151.29 

100-7 NP 100.41 101.23 100.00 125.00 120.08 158.20 

100-8 NP 100.00 100.64 102.56 115.71 112.18 142.95 

100-9 NP 100.00 101.64 105.33 121.72 120.49 154.92 

100-10 NP 100.00 100.79 100.00 120.24 119.44 150.79 

Average 100.08 100.90 101.42 119.62 119.08 149.19 
 

 

The average row in this table shows the greedy, greedy-jump and GRASP 

construction algorithms to be of similar quality, and significantly above the others.  

Nearest neighbor is by far the worst. 

The following figure shows the results of experiment 1.1 as a line graph.  Each 

series represents one construction algorithm, sequenced from highest to lowest quality, 

left to right.  The vertical axis represents the solution quality – lower numbers indicate 

better quality.  The horizontal axis corresponds to the nth best solution.  Thus, a point on 
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a line shows the solution quality of the nth best solution for a particular construction 

algorithm. 

 

Figure 7 - Random Non-planer Tour Quality 

 

The poor performance of the nearest neighbor construction algorithm is quite 

obvious in this graph.  The top three algorithms are seen to be very similar. 
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produced, expressed as a percentage of the best solution found.  Lower values indicate 

higher quality, with 100.0 being the best obtainable. 

 

Table 5 - Random Euclidean Tour Quality 

Graph Greedy Jump GRASP Random CW NN 

100-1 P 100.00 100.86 100.86 101.26 104.23 109.75 

100-2 P 102.13 102.70 100.50 100.00 102.31 108.95 

100-3 P 101.18 101.18 100.88 100.36 100.00 115.06 

100-4 P 100.65 100.00 100.65 100.48 103.11 107.39 

100-5 P 100.00 100.00 100.46 100.19 102.69 113.31 

100-6 P 100.61 100.61 100.61 100.00 101.00 106.20 

100-7 P 101.12 100.50 100.67 100.00 104.45 107.30 

100-8 P 100.48 100.95 100.00 100.60 104.00 112.49 

100-9 P 100.31 100.10 100.00 100.03 102.06 117.05 

100-10 P 101.80 101.44 100.42 100.00 104.13 106.83 

Average 100.83 100.83 100.50 100.29 102.80 110.43 
 

 

The average row of this table shows the random construction algorithm to be the 

top performer, a surprising contrast to the non-planer graphs in experiment 1.1.  Clarke-

Wright and nearest neighbor did better, but still trail the other algorithms. 

The following figure shows the results of experiment 1.2 as a line graph.  Each 

series represents one construction algorithm, sequenced from highest to lowest quality, 

left to right.  The vertical axis represents the solution quality.  The horizontal axis 

corresponds to the nth best solution.  Thus, a point on a line shows the solution quality of 

the nth best solution for a particular construction algorithm. 
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Figure 8 - Random Euclidean Tour Quality 
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solutions produced, expressed as a percentage of the best solution found.  Lower values 

indicate higher quality, with 100.0 being the best obtainable. 

 

Table 6 - TSPLIB Tour Quality 

Graph Greedy Jump GRASP Random CW NN 

ULYSSES16 100.74 100.00 100.00 100.00 100.00 100.16 

ULYSSES22 101.02 100.00 101.02 100.00 100.44 101.15 

GR24 100.00 100.00 100.00 100.00 100.00 112.19 

FRI26 100.00 100.00 100.00 100.00 100.00 109.18 

BAYG29 100.00 100.00 100.00 100.00 101.86 106.46 

BAYS29 100.00 100.00 100.00 100.00 102.38 105.10 

ATT48 100.18 100.00 100.24 100.00 100.59 111.73 

GR48 101.55 100.40 100.67 100.00 101.17 106.58 

EIL51 100.70 100.70 100.23 100.23 100.47 106.81 

BERLIN52 100.00 100.00 100.00 100.00 105.52 111.59 

ST70 101.19 100.44 100.74 100.00 100.89 113.19 

EIL76 101.49 101.12 101.49 101.49 103.16 110.22 

PR76 100.97 101.53 101.54 100.00 101.89 114.06 

GR96 100.13 100.25 103.78 100.00 102.26 111.87 

RD100 100.62 100.08 100.11 100.47 102.15 114.27 

KROA100 100.76 100.76 100.76 100.29 101.23 113.72 

KROC100 101.26 100.00 101.34 100.30 104.01 112.29 

KROD100 101.28 101.47 101.28 100.46 103.42 114.41 

Average 100.66 100.37 100.73 100.18 101.75 109.72 
 

 

These results closely parallel those from experiment 1.2.  It would seem that the 

Clark-Wright, nearest neighbor and random construction algorithms are strongly affected 

by the specific type of graph used, i.e. planer vs. non-planer. 

The following figure shows the results of experiment 1.3 as a line graph.  Each 

series represents one construction algorithm, sequenced from highest to lowest quality, 
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left to right.  The vertical axis represents the solution quality.  The horizontal axis 

corresponds to the nth best solution.  Thus, a point on a line shows the solution quality of 

the nth best solution for a particular construction algorithm. 

 

Figure 9 - TSPLIB Tour Quality 
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the TSPLIB graphs are considerably smaller that 100 vertices.  With 100,000 climbs, 

even an inferior algorithm has a chance of finding a good solution to a small graph.  

Nearest neighbor remains the worst by far.  

The following table shows the average solution quality across all 38 graphs used 

in experiment 1, for all six construction algorithms. 

 

Table 7 - Average Tour Quality for all 38 Graphs 

 
Greedy Jump GRASP Random CW NN 

Average 100.55 100.63 100.85 105.33 106.58 120.29 
 

The table shows that on the average, the greedy, greedy-jump, and GRASP 

construction algorithms outperform the others.  Random‟s surprisingly good performance 

with the Euclidean graphs was not enough to place it among the leaders. 

The following bar graph shows the average solution quality across all 38 graphs.    

Shorter bars indicate higher quality. 

 

Figure 10 - Average Tour Quality for all 38 Graphs 
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The top three performers produce solutions of similar quality, significantly above 

the others. 

Experiment 1 observations. 

 Random construction did surprisingly well on the Euclidean graphs, but poorly on 

the non-planer graphs.  Clarke-Wright performed consistently below the others, and 

Nearest Neighbor was by far the worst performer.  These three construction algorithms 

are dropped from further consideration.  Greedy enumeration, greedy jump, and GRASP 

all produce high-quality solutions, and are studied further. 

Experiment 2 – Evaluate Redundancy 

This experiment predicts the benefit of record keeping by assessing the number of 

redundant tours produced by different construction algorithms.  Unbounded memory is 

used to identify previously-seen tours, and these are tallied and used to compute 

redundancy – the ratio of duplicate steps to total steps, expressed as a percentage. Higher 

numbers indicate more redundancy, and greater potential for improvement through record 

keeping.   

Experiment 2.1. 

This experiment measures the percentage of redundancy in the tours discovered 

for the 10 random non-planer graphs using the greedy, greedy-jump, and GRASP 

construction algorithms.  The following table shows the percentage of redundancy for 

each graph.  The distinct and total tours are summed across all graphs to determine the 

average redundancy for each construction algorithm. 
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Table 8 - Random Non-planer Tour Redundancy 

 
Percent Redundancy 

Redun 

Redun 

Graph GE Jump GRASP 
100-1 NP 82.2 57.3 89.6 
100-2 NP 63.0 26.7 78.9 
100-3 NP 75.5 50.9 81.0 
100-4 NP 73.8 51.0 79.4 
100-5 NP 76.3 45.0 83.3 
100-6 NP 79.8 64.6 75.5 
100-7 NP 81.8 63.1 86.6 
100-8 NP 79.2 44.9 83.3 
100-9 NP 69.7 44.7 83.2 
100-10 NP 75.8 51.3 78.7 

Average 75.7 50.0 82.0 
 

 

The table shows that the greedy-jump algorithm has considerably less redundancy 

than the other two.  This is not surprising, since the algorithm was designed to avoid 

solution clustering by jumping forward in the solution space.  However, experiment 1 did 

not show any improvement in quality due to this. 

The following figure shows the results of experiment 2.1 as a line graph.  The 

vertical axis indicates percentage of redundancy.  Each line represents one construction 

algorithm, sequenced from lowest to highest redundancy.  The horizontal axis 

corresponds to the nth lowest level of redundancy for the graph in question. 
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Figure 11 - Random Non-planer Tour Redundancy 

 

The graph shows greedy and GRASP to have similar levels of redundancy, with 

greedy-jump having significantly less. 

Experiment 2.2. 

This experiment measures the percentage of redundancy in the tours discovered 

for the 10 Euclidean graphs using the greedy, greedy-jump, and GRASP construction 

algorithms.  The following table shows the percentage of redundancy for each graph.  

The distinct and total tours are summed across all graphs to determine the average 

redundancy for each construction algorithm. 
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Table 9 - Random Euclidean Tour Redundancy 

 
Percent Redundancy 

Redun 

Redun 

Graph GE Jump GRASP 
100-1 P 95.2 81.0 95.6 
100-2 P 94.0 84.6 96.4 
100-3 P 95.8 89.3 96.9 
100-4 P 94.8 87.9 96.5 
100-5 P 94.9 88.4 95.7 
100-6 P 94.7 90.3 96.2 
100-7 P 95.1 82.6 96.0 
100-8 P 94.6 88.7 97.3 
100-9 P 93.1 85.5 95.8 
100-10 P 95.3 86.1 96.4 

Average 94.8 86.4 96.3 
 

 

Greedy and GRASP again have the highest levels of redundancy, although the 

gap between them has narrowed.  Greedy-jump again has the lowest level. 

The following figure shows the results of experiment 2.2 as a line graph.  The 

vertical axis indicates percentage of redundancy.  Each line represents one construction 

algorithm, sequenced from lowest to highest redundancy.  The horizontal axis 

corresponds to the nth lowest level of redundancy for the graph in question. 
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Figure 12 - Random Euclidean Tour Redundancy 

 

The graph again shows greedy and GRASP to have similar levels of redundancy, 

with greedy-jump having significantly less. 

Experiment 2.3. 

This experiment measures the percentage of redundancy in the tours discovered 

for the 18 benchmark TSPLIB graphs using the greedy, greedy-jump, and GRASP 

construction algorithms.  The following table shows the percentage of redundancy for 

each graph.  The distinct and total tours are summed across all graphs to determine the 

average redundancy for each construction algorithm. 

  

80.0

82.0

84.0

86.0

88.0

90.0

92.0

94.0

96.0

98.0

100.0

1 2 3 4 5 6 7 8 9 10

R

e

d

u

n

d

a

n

c

y

Graph Number

Greedy

Jump

GRASP



57 

 

 

 

Table 10 - TSPLIB Tour Redundancy 

 
Percent Redundancy 

Redun 

Redun 

Graph GE Jump GRASP 
ULYSSES16 85.5 73.9 92.3 
ULYSSES22 87.4 75.0 92.5 
GR24 86.4 64.5 90.5 
FRI26 86.9 73.2 92.2 
BAYG29 91.1 81.3 93.4 
BAYS29 90.7 82.4 94.3 
ATT48 93.6 82.3 96.0 
GR48 90.1 79.6 96.4 
EIL51 93.2 81.2 95.5 
BERLIN52 92.8 83.1 94.1 
ST70 93.6 86.4 95.1 
EIL76 93.8 84.1 95.2 
PR76 94.9 87.0 96.2 
GR96 93.3 82.6 95.7 
RD100 94.9 89.1 96.3 
KROA100 95.5 88.9 96.8 
KROC100 95.1 90.7 97.1 
KROD100 95.5 89.9 97.1 
Average 91.9 82.0 94.8 

 

 

Greedy and GRASP again have the highest and similar levels of redundancy.  

Greedy-jump again has the lowest level. 

The following figure shows the results of experiment 2.3 as a line graph.  The 

vertical axis indicates percentage of redundancy.  Each line represents one construction 

algorithm, sequenced from lowest to highest redundancy.  The horizontal axis 

corresponds to the nth lowest level of redundancy for the graph in question. 
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Figure 13 - TSPLIB Tour Redundancy 

 

The redundancy figures are 100 percent consistent.  GRASP is consistently the 

best, greedy is a close second, and greedy-jump is consistently the worst. 

The following table summarizes the results of experiment 2.  The total steps and 

distinct steps are summed across all 38 graphs and used to calculate the redundancy.  

Thus, this table shows the average redundancy across all 38 graphs. 

 

Table 11 - Tour Redundancy for all 38 Graphs 

 GE Jump GRASP 
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This table clearly shows that while greedy enumeration and GRASP have similar 

redundancy numbers, greedy jump produced 2.5 times as many distinct tours, with a 

correspondingly lower percentage of redundancy.   

 The following bar graph visually shows the average redundancy figures from the 

previous table.  Higher bars indicate more redundancy. 

 

Figure 14 - Average Tour Redundancy 
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Figure 15 - Average Tour Quality and Redundancy 

 

Experiment 2 observations. 
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better average solution quality (100.55 vs. 100.63), while GRASP had a slightly higher 

level of redundancy (92.8 vs. 89.8).  GRASP‟s redundancy of 92.8 indicates that fewer 
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Experiment 3 – Quality Distribution 

 This experiment evaluates solution quality, distribution of solutions, and 

probability of quality for the 400 Concorde graphs using the greedy and GRASP 

construction algorithms.  As in experiment 1, IHC terminates after 100,000 climbs. 

The following figure is a histogram of greedy solution qualities.  The horizontal 

axis represents solution quality; hence, each bar represents a specific solution quality.  

The vertical axis table corresponds to the number of times a quality level was reached.  

 

 

Figure 16 - Histogram of Greedy Enumeration Tour Quality 
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Greed reached a solution 100.5 percent of optimal 32 times.  More than a quarter 

of all graphs searched reached a solution quality of 100.5 percent or better. 

The following figure is a histogram of GRASP solution qualities.  The horizontal 

axis represents solution quality; hence, each bar represents a specific solution quality.  

The vertical axis table corresponds to the number of times a quality level was reached.  

 

 

Figure 17 - Histogram of GRASP Tour Quality 
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The following line graph directly compares the quality of solutions produced by 

greedy and GRASP.  The vertical axis indicates solution quality – lower numbers mean 

higher quality.  The horizontal axis is a quality ranking index.  For example, with 400 

graphs search, position 200 on the horizontal axis indicates the 200
th

 best solution, ranked 

according to solution quality.  Any quality differential between the two algorithms should 

show as a divergence of the two lines, with the lower line identifying the algorithm with 

higher quality.   

 

Figure 18 - GRASP & Greedy Enumeration Tour Quality Compared 
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As can be seen on the graph, the lines do not diverge.  They instead crisscross 

multiple times.  Very little qualitative difference exists between these two algorithms.  

The following two figures show the estimated cumulative probability that a 

solution will be meet or exceed the specified quality.  The vertical axis corresponds to the 

estimated probability.  Each data point represents the total of all solutions that meet or 

exceed that quality level, divided by the total number of solutions.  Thus, each bar 

corresponds to a estimate of the probability of reaching a solution that meets or exceeds a 

specific level. 

 

Figure 19 - Estimated Cumulative Probability of Greedy Tour Quality 
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The graph shows that greedy has an estimated 40% chance of reaching a solution 

of 100.7 percent of optimal or better.  The curve is very smooth. 

 

Figure 20 - Estimated Cumulative Probability of GRASP Tour Quality 

 

Again, greedy and GRASP are virtually indistinguishable.  GRASP also shows a 

very smooth curve, with an estimated 40 percent chance of reaching a solution of 100.7 

percent of optimal or better. 

Histograms are used to show the distribution of TSP solutions.  Applegate et al. 

analyzed the distribution of Concorde solutions to 10,000 random Euclidean graphs of 
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tour length of .7317 after scaling (Applegate, Bixby, Chvátal, & Cook, 2006, p. 23).  

Their histogram is included below.   

 

Figure 21 - Published Concorde Tour Length Distribution 

 

The following three histograms show the distribution of tour lengths produced by 

Concorde, greedy, and GRASP for the 400 Concorde graphs.  A bucket size of 3 is used; 

each bucket represents the sum of three adjacent distribution points.  The vertical axis 

indicates the quantity of solutions in this bucket. 
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Figure 22 - Distribution of Concorde Tour Lengths 

 

The Concorde solutions produced for the 400 Concorde graphs used in this 

experiment cluster around .7746, higher than the .7317 mentioned previously.  This is 

likely due to having vertex counts of only 100.  The bell-shaped distribution can clearly 

be seen. 
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Figure 23 - Distribution of Greedy Enumeration Tour Lengths 

 

The solutions produced by greedy enumeration cluster around a mean of .7830, 

slightly higher than Concorde.  The bell curve can still be seen. 
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Figure 24 - Distribution of GRASP Tour Lengths 

 

The solutions produced by GRASP cluster around a mean of .7831, virtually 

indistinguishable from greedy enumeration.  The bell shape can still be seen. 

Experiment 3 observations. 

Every effort was made to qualitatively differentiate the greedy and GRASP 

construction algorithms, but the difference is minimal.  Both consistently produce high 

quality solutions.  The GRASP construction algorithm is used in the following record 

keeping experiments (experiment 4 and 5) due to its higher levels of redundancy, which 

offers greater potential for speed-up. 
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Experiment 4 – Speed Improvement 

When IHC is constrained to a fixed number of restarts, a fixed portion of the 

search space will be considered.  A subset of the solutions considered are duplicates, and 

skipping these results in fewer total solutions being generated and evaluated.  Therefore, 

using record keeping with a fixed number of restarts results in reduced execution time.  

This experiment measures the resulting speed-up. 

Concorde graphs 1-50 are used with GRASP in this experiment.  Multiple 

configurations of each record keeping mechanisms are run, and the following statistics 

are gathered: 

 Solutions considered (with and without record keeping) 

 Solutions skipped 

 Solution quality (with and without record keeping) 

 Record-keeping errors (false negative/false positive) 

 Speed-up 

 

 Unbounded memory is used to establish the upper bound of attainable speed-up 

and to identify record keeping errors, which are used to evaluate the effectiveness of each 

specific configuration.  In the case of cache and dedicated memory, an error is a false 

negative – the case where a duplicate tour was not recognized due to the memory being 

full or the tour having been previously evicted.  In the case of a Bloom filter, an error is a 

false positive – incorrectly identifying a tour as having been previously seen.  Bloom 

filter errors result in skipping steps which should be explored, and may result in quality 

degradation.  Solution quality with and without record keeping is retained to assess this. 
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 It is known that each of the record keeping mechanisms can achieve the optimal 

results, given sufficient memory and the proper parameters.  Category 4 experiments also 

establish the parameters necessary to achieve this.  The sequence of category 4 

experiments using cache and DM begin with small amounts of memory, increasing it 

with each experiment until optimal results are achieved.  Conversely, the Bloom filter 

experiments begin with an excessively large configuration, reducing it with each 

experiment to determine the minimum configuration with acceptable performance. 

Experiment 4.1. 

This experiment uses unbounded memory to determine the upper bound on 

achievable speed-up.  IHC is performed and skip-able tours are identified, defined as the 

tours immediately following a duplicate tour, up to and including the local optimum.  In 

essence, detecting a duplicate forces a restart.  Note that the initial duplicate tour is not 

skip-able.  It must be generated and detected as duplicate to trigger the restart, thus the 

overhead of generating it must be suffered. 

The following table shows the speed-up obtained on Concorde graphs 1-50, using 

GRASP and unbounded memory.  The average speed-up for these 50 graphs is 

considered the upper bound on attainable speed-up. 
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   Table 12 - Speed-up using Unbounded Memory 

   Tracefile      Tours     Climbs   Skipable     Perct    SpdUp 

 

           1    1773964     100000    1590929     89.7%     9.7x 

           2    2066726     100000    1889649     91.4%    11.7x 

           3    2277153     100000    2098782     92.2%    12.8x 

           4    1962263     100000    1786962     91.1%    11.2x 

           5    1987546     100000    1810225     91.1%    11.2x 

           6    1799115     100000    1619747     90.0%    10.0x 

           7    1778824     100000    1603322     90.1%    10.1x 

           8    1803168     100000    1629534     90.4%    10.4x 

           9    2559546     100000    2393941     93.5%    15.5x 

          10    1802133     100000    1627142     90.3%    10.3x 

          11    2228677     100000    2045648     91.8%    12.2x 

          12    1961744     100000    1783319     90.9%    11.0x 

          13    1573230     100000    1390409     88.4%     8.6x 

          14    2026729     100000    1845638     91.1%    11.2x 

          15    1756611     100000    1581446     90.0%    10.0x 

          16    1881894     100000    1706071     90.7%    10.7x 

          17    2289903     100000    2111764     92.2%    12.9x 

          18    2487722     100000    2304351     92.6%    13.6x 

          19    2127260     100000    1938832     91.1%    11.3x 

          20    2155818     100000    1976085     91.7%    12.0x 

          21    2010434     100000    1832112     91.1%    11.3x 

          22    1774903     100000    1597494     90.0%    10.0x 

          23    2068523     100000    1891835     91.5%    11.7x 

          24    2014565     100000    1847101     91.7%    12.0x 

          25    2537959     100000    2361094     93.0%    14.3x 

          26    2690485     100000    2514593     93.5%    15.3x 

          27    1737378     100000    1559026     89.7%     9.7x 

          28    2350017     100000    2163797     92.1%    12.6x 

          29    1905703     100000    1707836     89.6%     9.6x 

          30    1548468     100000    1371209     88.6%     8.7x 

          31    2240837     100000    2056351     91.8%    12.1x 

          32    1772702     100000    1599203     90.2%    10.2x 

          33    1694068     100000    1519510     89.7%     9.7x 

          34    2022215     100000    1845211     91.2%    11.4x 

          35    1757556     100000    1590165     90.5%    10.5x 

          36    1855621     100000    1679539     90.5%    10.5x 

          37    1959696     100000    1783650     91.0%    11.1x 

          38    1936790     100000    1770999     91.4%    11.7x 

          39    2030802     100000    1863187     91.7%    12.1x 

          40    2006989     100000    1839238     91.6%    12.0x 

          41    1567303     100000    1383125     88.2%     8.5x 

          42    1849330     100000    1672495     90.4%    10.5x 

          43    2170478     100000    1998495     92.1%    12.6x 

          44    1707792     100000    1519087     89.0%     9.1x 

          45    1948221     100000    1772355     91.0%    11.1x 

          46    1573484     100000    1399959     89.0%     9.1x 

          47    1450348     100000    1280161     88.3%     8.5x 

          48    1563667     100000    1392349     89.0%     9.1x 

          49    1557869     100000    1378052     88.5%     8.7x 

          50    1200157     100000    1026564     85.5%     6.9x 

 

               96804386              87949588     90.9%    10.9x 
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This table shows that on the average, a speed-up factor of 10.9x is attainable.  This means 

that an IHC search bound to a fixed number of climbs could potentially complete in one 

tenth of the time. 

Experiment 4.2. 

This experiment evaluates the performance of eight different dedicated memory 

configurations, recording the hit performance and speed-up observed with each 

configuration.  Hit, miss and speed-up numbers are totaled across all 50 graphs. 

The following table shows the speed-up obtained relative to the amount of 

memory used, using the dedicated memory model.  A DM “slot” is capable of storing one 

MD5 hash value; thus one tour.  The bytes used column assumes 16 bytes per slot.  

Speed-up is calculated as before with unbounded memory.  Hits, misses, and compulsory 

misses have the same meaning as with cache. 

 

Table 13 - Dedicated Memory Speed-up and Performance 

Slots Bytes Speed-up Hits Misses C-Misses 

1K 16K 1.6x 3,035,129 59,054,976 51,200 

2K 32K 1.7x 3,439,355 51,844,505 102,400 

4K 64K 2.0x 3,766,461 44,244,497 204,800 

8K 128K 2.4x 4,105,766 35,573,329 409,600 

16K 256K 3.4x 4,548,023   23,318,093 819,200 

32K 512K 5.2x 4,830,419 12,123,856    1,638,400 

64K 1,024K 9.3x 4,976,256   2,169,492 3,276,800 

128K 2,048K 10.9x 4,992,370     0 3,862,428 
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This table shows that 128K slots, or 2 MB of memory is sufficient to store all 

tours discovered when performing 100,000 climbs.  Lesser amounts of memory have 

more misses and lower speed-up. 

The following figure shows the speed-up attained for each configuration of 

dedicated memory.  The vertical axis indicates speed-up, and the horizontal axis indicates 

the amount of memory used, in bytes.  The red line indicates the upper bound, determined 

using unbounded memory. 

 

Figure 25 - Speed-up with Dedicated Memory 

 

 This figure shows that speed-up increases as dedicated memory increases, up to 
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Experiment 4.3. 

 

This experiment evaluates 21 different cache configurations, seven memory sizes 

by three associativity levels, all using the LRU replacement policy.  Speed-up figures are 

computed as before, as well as false negatives – the case where a tour should have been 

recognized as a duplicate but was not, due to having been previously replaced.  The 

following table shows speed-up and error results.  Memory bytes are calculated as 

Blocks * (128 – (Blocks)), i.e. each block stores a tag, which is the remainder of an 

MD5 hash value after extracting the index.  

 

Table 14 - Speed-up and Errors with Cache 

  Speed-up False Negatives 

Blocks Bytes 16-Way 8-Way 4-Way 16-Way 8-Way 4-Way 

1K 15K 6.5 6.6 6.7 6,068,940    5,880,733    5,680,497               

2K 29K 7.7 7.7 7.7 3,862,801    3,775,002    3,700,008 

4K 58K 8.6 8.6 8.6 2,456,155    2,409,716    2,373,900               

8K 115K 9.4 9.4 9.4 1,436,258    1,418,647    1,420,047                  

16K 228K 10.1 10.1 10.1 706,662 708,991      731,729 

32K 452K 10.6 10.6 10.6 250,792      256,827      286,572 

64K 896K 10.9 10.9 10.9 27,547       42,579       72,606 
 

 

The performance of the three different associativity levels is virtually identical.  

16-way associative had the fewest errors with small caches, but the most with large 

caches.  The converse is true with 4-way associativity.  64K blocks of cache is sufficient 

to achieve the upper bound.  Fewer blocks result in lesser performance, but the decline is 

not nearly as dramatic as with dedicated memory. 
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The following figure compares the speed-up obtained using 4-way, 8-way, and 

16-way associativity.  The vertical axis shows speed-up, and the horizontal axis indicates 

memory used in bytes.  

  

Figure 26 - Speed-up with Cache 

 

This chart shows that as the cache size increases, the speed-up also increases until 

the upper bound is reached.  The curve is much flatter than with dedicated memory, i.e. 

cache performs better at lower memory levels than dedicated memory.  The associativity 

level has almost no effect on performance. 

The following figure compares the number of false negatives obtained compared 
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number of errors, and the horizontal axis indicates memory used in bytes.  4-way, 8-way, 

and 16-way associativity are each represented by one line on the graph. 

 

 

Figure 27 - Cache Errors 

 

As expected, the error level is inversely related to memory used.  As the memory 

increases the errors decrease.  The associativity level made a minimal difference at the 

lowest memory levels. 4-way and 16-way associativity levels are dropped from further 

consideration.  All caches are assumed to be 8-way associative from this point forward. 
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Experiment 4.4. 

This experiment evaluates the performance of a Bloom filter using 10 

configurations.  Specifically, m/n ratios of 1-10 are evaluated using the optimal k for each 

configuration.  Memory use is calculated as m*n bits.   

Since Bloom filters suffer from false positives, they may misidentify tours as 

duplicates and thus skip tours which should not be skipped.  This may result in high-

quality tours being skipped, causing a loss in solution quality.  Accordingly, this 

experiment records the solution quality with and without record keeping, so that any loss 

of quality may be assessed. 

Additionally, skipping tours which should not be skipped will artificially inflate 

the speed-up figure, making it appear better than it actually is.  The Bloom filter 

performance curve will approach the optimal speed-up level from the high side; hence, in 

this context it can be considered a lower bound. 

The following table shows the memory use, errors, speed-up, and quality loss 

results. 

 

Table 15 - Speed-up and Errors with Bloom Filter 

Bloom Filter    Quality 

Loss m/n k Memory Errors Speed-up 

10 7 128KB 1126 10.9 0 

9 6 115KB 2396 10.9 0 

8 5 105KB 5463 10.9 0 

7 5 90KB 9040 10.9 0 

6 4 77KB 21,265 11.0 0 

5 3 64KB 50,060 11.0 .1 % 

4 2 51KB 127,494 11.2 .1% 

3 2 38KB 201,707 11.3 .1% 

2 1 26KB 536,301 12.0 .2% 

1 1 13KB 875,729 12.9 .3% 
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 The table shows that an m/n ratio of 7 is sufficient to reach the lower bound with 

no loss of solution quality.  This equates to a memory usage of 90KB – considerably 

below the other record keeping mechanisms.  

The following graph shows the Bloom filter false positives relative to memory 

use. 

 

Figure 28 - Bloom Filter Errors 

 

As expected, more memory means fewer errors. 

The following figure shows the performance (speed-up) of dedicated memory, 

cache and Bloom filters relative to memory used (total bytes). 
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Figure 29 - Speed-up vs. Memory Use with all Record Keeping Mechanisms 

 

 This graph shows that cache outperforms dedicated memory, and makes a 

compelling case for Bloom filters. 

Experiment 4 observations. 
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inverse relationship between time and space supports the assertion that a time/space 

tradeoff is possible. 

All three record keeping mechanisms (DM, cache, Bloom filter) are capable of 

achieving the optimal speed-up when given sufficient memory and properly configured.  

Figure 28 shows that when comparing record keeping mechanisms by memory required 

for a given speed-up, cache outperforms DM and Bloom filters outperform cache.  

Experiment 5 – Solution Quality Improvement 

When IHC is constrained to a fixed amount of time, a fixed number of steps are 

considered.  This assumes, of course, that the time required to generated and evaluate one 

step is constant, i.e. a step is the atomic unit of time.  Eliminating duplicate steps in this 

context allows more unique steps to be considered, effectively expanding the search 

space. In this case, the benefit of record keeping should manifest as a higher-quality 

solution.  Experiment 5 measures the quality improvement resulting from implementing 

record keeping when bounding IHC to a fixed number of steps.  Unbounded memory is 

again used to establish the upper bound on quality improvement, and several 

configurations of dedicated memory, cache, and Bloom filters are used.  The solution 

quality with record keeping for a fixed number of steps is gathered and shown 

graphically. 

Experiment 5.1. 

This experiment uses unbounded memory to establish the upper bound on 

attainable speed-up when fixing the total number of steps.  The following figure shows 
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the quality of solution reached after a fixed number of steps, with no record keeping and 

with unbounded memory.  The vertical axis represents the solution quality – lower 

numbers indicate better quality.  The horizontal axis represents the number of steps used 

to bound IHC.  The interval between the lines represents the potential quality 

improvement at a step bound.  These two lines represent the upper and lower bounds. 

 
 

Figure 30 - Potential Quality Improvement 

 

One would intuitively expect these two lines to converge, but that is not shown on 

this graph.  The graph extends to 50,000 steps; the lines must converge beyond that point.  

The interval indicates that the solution found with record keeping at the 10,000 step 

bound would not be found without record keeping even after 50,000 steps. 
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Experiment 5.2. 

This experiment evaluates quality improvement for IHC bound by total number of 

steps using dedicated memory to detect redundancy.  The following graph is similar to 

figure 30, with lines added for three cache configurations. 

 

Figure 31 - Quality Improvement using Dedicated Memory 
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memory of 32K slots, or 512 KB is sufficient to reach the upper bound of quality 

improvement. 

Experiment 5.3. 

This experiment evaluates quality improvement for IHC bound by total number of 

steps using cache to detect redundancy.  The following graph is similar to figure 30, with 

lines added for three cache configurations. 

 

Figure 32 - Quality Improvement using Cache 
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Two cache configurations were chosen such that their quality values fall in 

between the upper and lower bounds.  Notice the configuration of the upper cache line: 

8x8.  That is eight sets of eight blocks of 16 bytes each, or 1K of total memory, and is 

sufficient to produce quality improvement when bounding IHC to a fixed number of 

steps.  A cache configuration of 1K sets of 8 lines, or 118 KB is sufficient to reach the 

upper bound of quality improvement.  Less memory results in sub-optimal performance, 

and more memory offers no additional negligible benefit. 

Experiment 5.4. 

This experiment evaluates quality improvement for IHC bound by total number of 

steps using a Bloom filter to detect redundancy.  The following graph is similar to figure 

30, with two lines added for Bloom filters. 

 

Figure 33 - Quality Improvement using Bloom Filters 
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The upper Bloom filter line shows an interesting effect.  It is difficult to get a 

Bloom filter‟s performance to fall between the two bounds.  It closely matches the lower 

bound until the number of recordings essentially saturates the Bloom filter.  When the 

line becomes horizontal, the Bloom filter is returning false positives for every tour.  Thus, 

no more tours will be explored, and no further improvement is possible.  The lower line 

shows that a filter of 9.8K bytes is sufficient to reach the optimum quality improvement 

for the 50,000 steps shown.  Less memory results in sub-optimal performance, and more 

memory offers no additional negligible benefit.  Note that the Bloom filter outperforms 

cache in this context as well. 

Experiment 5 observations. 

 Experiment 5 shows that when fixing the total number of steps, a very small 

amount of memory can result in significant quality improvement when used with a 

memory model.  Dedicated memory‟s lack of replacement makes it ill-suited for this 

purpose, requiring 512KB of memory to reach the upper bound.  Cache memory and 

Bloom filters are much better suited, requiring 118 K and 9.8K bytes respectively to 

reach the upper bound of quality improvement with step limits up to 50,000.  When 

measuring quality improvement relative to memory used, Bloom filters again outperform 

cache.
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CHAPTER 6 

 

CONCLUSIONS AND FUTURE RESEARCH 

 

 

This thesis shows that in the TSP domain, the choice of construction algorithm 

has a significant effect on IHC.  Qualitative differences are seen in solution quality as 

well as redundancy in TSP tours generated.  The random construction algorithm is 

competitive when using Euclidean graphs, but performs poorly when used with non-

planer graphs.  The GRASP algorithm consistently performs well with all graphs used 

and generates the largest number of redundant tours, indicating the highest potential for 

improvement through record keeping. 

This thesis also shows that record keeping can be used to great benefit in this 

setting.  Given sufficient memory, every record keeping mechanism evaluated is capable 

of realizing the upper bound on achievable speed-up, which was determined empirically 

to average 10.9x when using 100,000 climbs.   

Additionally, when IHC is bounded in time, using record keeping to eliminate 

redundant tours leads to higher quality TSP solutions.  Specifically, improvements of .3-

.5% are seen, depending on the amount of time allowed. 
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 IHC is known to be an anytime algorithm.  The dedicated memory experiments 

confirm that time/space tradeoffs are possible, showing that time and space are inversely 

related.  The experiments demonstrate that with memory in the range of zero to a level 

sufficient to hold all generated tours, time decreases as space increases. 

 And finally, this thesis shows that although each record keeping mechanism is 

capable of achieving maximum improvement given sufficient memory, a properly 

configured Bloom filter achieves maximum effectiveness with a fraction of the memory 

required by cache. 

 Several related topics invite further study.  These include: 

 Applying IHC with record keeping to other problem domains. 

 Investigating the utility of multiple variations of the Bloom filter. 

 Applying record keeping to other heuristic search algorithms. 

 Studying the complexity (e.g. Kolmogorov complexity) of solution sets produced 

by IHC with and without record keeping. 
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